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Self-supervised Learning for Multimodal Pre-training

UNITER: Universial Image-Text Representation



Self-Supervised Learning for Computer Vision

Image Colorization Image Inpainting

[Zhang et al. ECCV 2016]

Jigsaw puzzles
. [Pathak et al. CVPR 2016]

Relative Location Prediction

Example:

[Noroozi et al. ECCV 2016] [Doersch et al. ICCV 2015]



Self-Supervised Learning for NLP
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Language Understanding
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Self-Supervised Learning for Vision+Language

Large, Noisy, Free Data

—  Pre-training Tasks
* Masked Language Modeling
* Masked Region Modeling
* Image-Text Matching
* Word-Region Alignment

Little girl and her dog in northern
Thailand. They both seemed
interested in what we were doing
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Visual Image

VQA VCR Entailment  Captioning
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UNITER: Universial Image-Text Representations
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Image-Text Matching (ITM)

Chen et al., UNITER: Universal Image-Text Representation Learning, ECCV 2020



Pre-training Tasks: MLM, ITM & WRA

dog
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Pre-training Tasks: MRM
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Downstream Tasks: VQA, VE, ITR, RE

Visual Question Answering (VQA) e A Image-Text Retrieval (ITR]
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Visualization (Text-to-Image Attention)

 UNITER learns local cross-modality alignment between regions and tokens

child puzzle




State-of-the-Art Results

 UNITER outperformed both task-specific and pre-trained SOTA models over
nine V+L tasks (as of Sep 2019 until early 2020)

Performance/Robustness
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Multimodality Generalization
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VILLA: Vision-and-Language Large-scale Adversarial Training



What’s Adversarial Training?

* Neural Networks are prone to label-preserving adversarial examples

“airliner”

Computer Vision:

Original: What is the oncorhynchus || Original: How long is the Rhine?
Natural Language also called? A: chum salmon A: 1,230 km
Processi ng: Changed: What's the oncorhynchus || Changed: How long is the Rhine??
also called? A: keta A: more than 1,050,000

 What doesn't kill you makes you stronger!
* Find adversarial examples that maximize the empirical risk
* Train the model to predict correctly on adversarial examples

MAKES YOU STRONGER™

Goodfellow et al., Explaining and harnessing adversarial examples, ICLR 2015



Adversarial Training for Vision+Language

* Aggressive finetuning often falls into the overfitting trap in existing
multimodal pre-training methods

* Adversarial training (e.g., FreeLB) has shown great success in
improving large-scale NLP models via finetuning

e 1+1>27

Multimodal Pre-training QE? Adversarial Training

* How to enable adversarial training in pre-training stage?
* How to add perturbations to multiple modalities?
* How to design advanced adversarial algorithm for V+L?

Zhu et al., FreelLB: Enhanced Adversarial Training for Natural Language Understanding, ICLR 2020



Recipe in VILLA

* Ingredient #1: Perturbations in the embedding space
* Ingredient #2: Enhanced adversarial training algorithm
* Ingredient #3: Adversarial pre-training + finetuning

N\
\r Y ~
/ Adversarial Pre-training: \
§ I > O Masked Language Modeling (MLM)
= O Image-Text Matching (ITM) © ...
M
L
2 § I /Adversarial Finetuning: N
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. 3 |L >| oVisual Entailment
Word Embedding Regional Feature| | ) I o oReferring Expression Comprehension
[ Adversarial Perturbation \ [CLS] A dog lying on the grass next to a frlsbee [}P]I | ) \ TR SRR //

N I =~ —




Perturbations in the Embedding Space

* Adversarial label-preserving examples should preserve semantics

He has a natural for writing scripts.

He has a natural talent for writing scripts.

He has a natural present for writing scripts. X

* Possible solutions
* Use back-translation scores to filter out invalid adversaries: Expensive
» Searching for semantically equivalent adversarial rules: Heuristic

* Our proposal: add perturbations to the embedding space directly, as
the goal is end results of adversarial training

Ribeiro et al., Semantically Equivalent Adversarial Rules for Debugging NLP Models, ACL 2018
Cheng et al., Robust Neural Machine Translation with Doubly Adversarial Inputs, ACL 2019



Adversarial Training Algorithm

* Training objective: minEw,,, 2., 4)~0|Lstd Std(_)]+ Rat(0 |+a EE pa _j}
* L.a(0): Cross-entropy loss on clean data
* R.:(0): Cross-entropy loss on adversarial embeddings
* Ri1(0): KL-divergence loss for fine-grained adversarial regularization

Adversarial Examples (

- &b A [MASK] lying on the grass next to a frisbee
(Image Embeddings) ‘ o N ) :>

- -~
| ‘ KL Divergence

. -/

Clean Data ) A [MASK] lying on the grass next to a frisbee) :>

f'__ N

I KL Divergence
— —_— -/

A [MASK] lying on the grass next to a frisbee

; )I:>

Adversarial Examples
(Text Embeddings)




Results (VQA, VCR, NLVR2, SNLI-VE)

e Established new state of the art on all the tasks considered
* Gain: +0.85 on VQA, +2.9 on VCR, +1.45 on NLVR2, +0.64 on SNLI-VE

2
Method VQA VCR NLVR SNLI-VE
test-dev  test-std Q—A QA—R Q—AR dev  test-P val test
ViLBERT 70.55 70.92 7242 (73.3) 7447 (74.6) 54.04 (54.8) - - - -
Visual BERT 70.80 71.00 70.8 (71.6) 73.2(73.2) 52.2(52.4) 67.4 67.0 - -
LXMERT 72.42 72.54 - - - 7490 74.50 - -
Unicoder-VL - - 72.6 (73.4) 74.5(74.4) 54.4 (54.9) - - - -
12-in-1 73.15 - - - - - 78.87 - 76.95
VL-BERTgAsE 71.16 - 73.8 (-) 74.4 (-) 55.2(-) - - - -
Oscargasg 73.16 73.44 - - - 78.07 78.36 - -
UNITERgAsE 72.70 7291 7456 (75.0) 77.03(77.2) 57.76(58.2) 77.18 7785 78359 78.2
VILLABASE 73.59 73.67 75.54(76.4) 78.78 (79.1) 59.75(60.6) 78.39 79.30 7947 79.03
VL-BERT arge  71.79 72.22 75.5 (75.8) 77.9 (78.4) 58.9 (59.7) - - - -
OSCHI’LARGE 73.61 73.82 - - - 79.12 80.37 - -
UNITER ARGE 73.82 7402 7722 (77.3) 8049 (80K) 6259 (62K8) 7912 7998 7939 793R8
VILLA[ ARGE 74.69 74.87 78.45(78.9) 82.57 (82.8) 65.18(65.7) 79.76 81.47 80.18 80.02

(a) Results on VQA, VCR, NLVR?, and SNLI-VE.



Results (ITR, RE)

e Gain: +1.52/+0.60 on Flickr30k IR & TR (R@1), and +0.99 on 3 RE datasets

RefCOCO+ RefCOCO
Method
val testA  testB val®  testA?  testB¢ val testA  testB val?  testA?  testB¢
ViLBERT - 7234 78.52 62.61 - - - - _ _

VL-BERTgaAsE 79.88 8240 75.01 71.60 77.72  60.99 - - - - - -
UNITERgAsE 83.60 86.19 7889 7531 8130 6558 91.64 9226 9046 8124 8648 73.94
VILLAgAsE 84.26 8695 79.22 76.05 81.65 65.70 9193 92.79 9138 81.65 8740 74.48

VL-BERT arge 80.31 83.62 7545 7259 7857 62.30 - - - - - -
UNITER pAgrge 8425 86.34 79.75 7590 8145 66.70 91.84 9265 91.19 8141 87.04 74.17
VILLA ArGE 84.40 86.22 80.00 76.17 81.54 66.84 9258 9296 91.62 8239 8748 74.84

(b) Results on RefCOCO+ and RefCOCO. The superscript d denotes evaluation using detected proposals.

Method RefCOCOg Flickr30k IR Flickr30k TR

val test val? test? R@]1] R@5 R@I10 R@l R@5 R@10
ViLBERT - ; - § 5820 8490 91.52 - - _
Unicoder-VLL - 7150 9090 9490 86.20 96.30 99.00

UNITERgAsE 86.52 86.52 7431 7451 7252 9236 96.08 8590 97.10 98.80
VILLAgase 88.13 88.03 7590 7593 7474 9286 9582 86.60 97.90 99.20

UNITER ARG 87.85 87.73 7486 7577 7556 94.08 96.76 87.30 98.00 99.20
VILLALARGE 88.42 88.97 76.18 76.71 76.26 9424 96.84 8790 97.50 98.80

(c) Results on RefCOCOg and Flickr30k Image Retrieval (IR) and Text Retrieval (TR).



Ablation Study and Generalization

e Both adversarial pre-training and finetuning contribute to performance boost

VQA VCR (val) NLVR? VE Flickr30k IR RefCOCO ( Ave ‘
test-devn. Q—A QA—R Q—AR test-P test R@1 R@5 R@I0 testA? testB?
UNITER (reimp.)  72.70 7424  76.93 57.31 77.85  78.28 7252 9236 96.08 8648 73.94 | 78.06

Method

VILLA-pre 7303 7476 7704 5782 7844 7843 7376 93.02 9628 87.34 7435 | 7857 | F0-21P re-tr ain
VILLA-fine 7329  75.18 7829  59.08  78.84 78.86 7346 9298 9626 87.17 74.31 | 78.88 | +0.82 Finetune
VILLA 7359 7554 7878 5975 7930 79.03 7474 92.86 9582 8740 74.48 |79.21 ) +1.15 Both

* VILLA can be applied to any pre-trained V+L models

71.00 -
5 70.75 -
Method vQA GQA NLVR Meta-Ave. §
test-dev  test-std test-dev  test-std dev test-P 570'50'
LXMERT 7242 7254  60.00 6033 7495 7445 69.12 % 70.25 -
LXMERT (reimp.) 72.50 72.52 59.92 60.28 7472 7475 69.12 - —
70.00 —s=— Std. Pre-training
VILLA-fine 73.02 73.18 60.98 61.12 7598 75.73 70.00 i o
69.75 - —e— Adv. Pre-training

50000 100000 150000 200000
Number of Pre-training Steps

Gan et al., Large-Scale Adversarial Training for Vision-and-Language Representation Learning, 2020



A Closer Look at VQA
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What Have Pretrained Models Learned?

 What is the correlation between multimodal fusion and network layers?
 Which modality plays a more important role?

* What cross-modal knowledge is encoded in pre-trained models?
 What intra-modal knowledge has been learned?

 What linguistic knowledge do pre-trained V+L models encode?
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VALUE: Vision-And-Language Understanding Evaluation

* Visual probing

* Linguistic probing

Type: wear

= —

r - -
p Probingvisualcoreferences] Probing multimodal

Probing visual relations ]

e Cross-modality probing

Type: person fusion degree

- )
[CLS]N[ is directing traffic [SEP] ]—
Je Al
Probing modality Probing linguistic
importance knowledge
g J L J

Cao et al., Behind the Scene: Revealing the Secrets of Pre-trained Vision-and-Language Models, ECCV 2020



Single-Stream vs. Two-Stream Architecture

[CLS] A young man playing frisbee [SEP] ' :

(a) Single-stream Model. [CLS] A young man playing frisbee [SEP]

(b) Two-stream Model.

Models: UNITER (single-stream) vs. LXMERT (two-stream)
Probing targets: 144 attention weight matrices (12 layers x 12 heads)

Datasets: Visual Genome (for visual relations), Flickr30k (for visual coreference)

Toolkit: SentEval (for linguistic probing)



Take-home Message

* Deep to Profound: Deeper layers lead to more intertwined multimodal
fusion

* Who Pulls More Strings: Textual modality is more dominant than image

* Winner Takes All: A subset of heads is specialized for cross-modal
Interaction

e Secret Liaison Revealed.:
Cross-modality fusion registers -
visual relations

e

* No Lost in Translation:
Pre-trained V+L models encode sranEr il LA KR AR LT
riCh Iingu iStiC kn OWlEdge (a) Textual modality importance (b) Visual modality importance
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High-Resolution Image Synthesis: BachGAN



BachGAN: Background Hallucination GAN

Task: Image Synthesis from Object Layout

Segmentation Map
Input (Prior work)

Bounding Box C} (i g T
Input (BachGAN)

SPADE SPADE-SEG BachGAN-r BachGAN Ground Truth

TG
Synthesized Results [ﬂ rdﬁ
(BachGAN vs. ul e |
Baselines) —g




BachGAN: Background Hallucination GAN

* BachGAN outperforms baseline models in both quantitative and human evaluations

Background
Retrieval Module

Salient Object
Layout

_____________________________________________

Background
Fusion Module

Cityscapes ADE20K
Model Acc FID | Acc  FID
Layout2im [0] - 99.1 - -
SPADE 576 867 | 553 594
SPADE-SEG 60.2 812 | 609 572
BachGAN-r 67.3 74.4 64.5 53.2
BachGAN { 70.4 73.3 66.8 49.8 |

Results on automatic metrics

Dataset BachGAN wvs. BachGAN vs. BachGAN ws.
SPADE SPADE-Seg BachGAN-r
|{ win | loss tie rwin‘ loss tie win | loss tie
Cityscapes || 85.5| 34 111 [7L.7| 124 159 [l6l6]| 241 143
ADE20K [(75.9) 128 113 |66.8) 174 158 (57.2) 187 24.

Results from human study

Li et al., BachGAN: High-Resolution Image Synthesis from Salient Object Layout, CVPR 2020



VIOLIN: Video-and-Language Inference

* 95K video+statement pairs collected from 16K video clips (TV shows &
movies clips)

 Each video is 35-second long on average, paired with 6 statements

* Each statement is either ‘Entailment’ or ‘Contradiction’ to the video

Dataset Visual Domain Source Subtitles  Inference Task # images/videos  # samples
Movie-QA [54] video movie v X QA 6.8K 6.5K
MovieFIB [14] video movie X X QA 118.5K 349K
TVQA [35] video TV show v X QA 21.8K 152.5K
VCR [72] image movie X v QA 110K 290K
GQA [25] image indoor X 4 QA 113K 22M
SNLI-VE [61] image natural X v Entailment 31.8K 565.3K
NLVR? [52] image natural X v Entailment 127.5K 107.3K
VIOLIN (ours) video TV show/movie v v Entailment 15.9K 95.3K




VIOLIN: Video-and-Language Inference

Explicit Visual Understanding (54%): Visual recognition,

00:00:03,576 --> 00:00:05,697
Gavin Mitchell's office.
Rachel Green's office.

00:00:05,870 --> 00:00:07,409
Give me that phone.

00:00:08,873 --> 00:00:12,293
Hello, this is Rachel Green.
How can I help you?

00:00:12,460 --> 00:00:17,629
Uh-huh. Okay, then.
I'll pass you back to your son.

00:00:18,800 --> 00:00:21,639
Hey, Mom. No, that's just my
secretary.

(positive) The woman becomes upset when the man
answers the phone because he pretends it is his own
office.

(negative) The woman becomes upset when the man
answers the phone because she is expecting a phone call
from her mom.

(positive) The woman realizes it is the man's mother
who is calling and she passes the phone back to the man.

(negative) The man realizes it is the woman's mother
who is calling and he passes the phone back to the
woman.

(positive) The phone rings, a man picks it up, and a
woman slams her hand on the desk and demands the
man give her the phone.

(negative) The two people that the man in the glasses is
talking to need to be briefed on something.

Inferring reasons |

Identifying characters

|dentifying character, Action Recognition

Deeper Inference (46%): Inferring reasons/causal
relations, Conversation reasoning, Social dynamics

Liu et al., VIOLIN: A Large-Scale Dataset for Video-and-Language Inference, CVPR 2020

: Global video understanding

Inferring reasons

Visual recognition

Identifying character

Action recognition

Conversation reasoning

Human dynamics
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Recent Advances in Vision-and-Language Research

CVPR 2020 Tutorial

Visual Captioning

A harse carrying a large load of hay and groon troas 0 e
two people sitting on it. photo taken during the cay, red train car

badground

Popular Topics: Advanced attentions, RL/GAN-based model training,
Style diversity, Language richness, Evaluation
Popular Tasks: Image/video captioning, Dense captioning, Storytelling

Text-to-image Synthesis
Popular Tasks:
This bird is red +  Text-toiimage
with white * Layout-to-image
belly and has a - +  Scene-graph-to-
very short beak

image
¢ Text-based image
editing
p— ¢ Story visualization
fency ’ SOTA Models:
beg Borw | || + StackGAN
il \ +  AtnGAN
il +  ObjGAN

Visual QA/Grounding/Reasoning

| & there something to cut the vegetables with? Guy in yellow dribbling ball

VQA

*  Popular Topics: Multimodal fusion, Advanced attentions, Use of relations,
Neural modules, Language hias reduction
*  Popular Tasks: VQA, GOA, VisDial, Ref-COCO, CLEVR, VCR, NLVR2

ﬁeferring Expression‘s

Self-supervised Learning
UNITER Model

2 L] 2
UNITER UNITER‘ Tt UN!'I.’ER' .
Man W DS s e wih e oy 3 the s b

Masked Language Modeling (MLM)  Masked Region Modeling (MRM) Image-Text Matching (ITM)
SOTA Models:

¢ Image+Text: Vil BERT, LXMERT, Unicoder-VL,UNITER, etc.
o VideniText: Vidoa.RERT CRT 1IniVil M atc



Thank You

Microsoft Multimodal Al Group: http://aka.ms/mmai



http://aka.ms/mmai

